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Are We Seeing a Resurgence of 
Scientific Racism Through 
Artificially Intelligent Algorithms? 

Introduction: 
 

When we think of destructive artificial intelligence we tend to think of dystopian 

futures akin to Isaac Asimov’s ‘iRobot’ (Asimov 1996), in which robots rise to power to 

seize human liberty and/or destroy the human race. We think of the threat posed by 

embodied AIs1, physical entities without human sentimentalities such as compassion, 

bias or emotion. But as of yet, it is disembodied AIs that are making an actual, tangible 

impact on society, despite their inability to physically interact with the world. One such 

example would be the personality test carried out by American discount store Target. 

This was an AI driven test to discern who is more likely to be a successful employee, 

which was found to have ‘Discriminated Based on Race and Sex and Violated the ADA 

(the Americans with Disabilities Act)’ (EEOC 2015).  

 

My main case study in this essay will be a disembodied AI, the COMPAS2 recidivism 

algorithm. This is used in the United States to determine how likely criminals are to 

reoffend, and can be used to dictate sentence length. AI applied to the justice system is 

not, I think, an inherently bad thing. Human error is a profound problem in the courts 

and detached, unbiased influence would be a positive method of removing it (O’Neil 

2017). However, in 2016 ProPublica3 published a report on its research into COMPAS’ 

statistics and effectiveness, finding fundamental asymmetry in how it worked with black 

and white defendants (Angwin 2016). 

                                                
1 AI is short for artificial intelligence. 
2 COMPAS is short for ‘Correctional Offender Management and Profiling Alternative Sanctions’. 
3 ProPublica are a non-profit online news organisation that aims to highlight and address moral issues with 

real world impact. 
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AI related scientific racism is a concept that I theorised might become a problem two 

years ago during a speculative design project about the future of artificial intelligence. I 

was thinking about how AI might react to certain sections of biased racial statistics – 

little did I know that biased AI was already in existence and, in the case of COMPAS, 

already learning from biased racial statistics. What I had considered speculative was 

already a reality, and I have been finding instances of its existence ever since; like Tay, 

the racist twitter-bot that became a fascist overnight. I find the contrast between our 

image of an objective AI and the actuality of flawed systems based upon non-neutral 

data both fascinating and worrying. There is also, in my opinion, a fundamental 

illogicality to the trust we place on these algorithms when they have no method of 

explaining their rationale to us.  

 

For this dissertation I will be conducting interviews with individuals in the field of 

algorithm design and its intersection with the public. This is to gain insight into how 

algorithm designers think about ethics in their field as well as to understand more about 

how AIs impact society. This will give me a clearer understanding of the field of 

machine ethics as a whole. I will also be conducting literature reviews on my key texts to 

further interpret them and critically analyse their reliability and value as source material. 

 

Firstly, in chapter one of this dissertation I will look at the ProPublica paper on the 

COMPAS algorithm and the arguments centred around its claims of bias. I aim to find a 

consensus, if one exists, on the fairness of the algorithm. If a consensus does not 

become apparent I will endeavour to discover why this is the case, which of ProPublica’s 

claims are accurate, and how that affects the functionality of the tool.  I will seek to 

answer the following questions: what claims are verifiably accurate? And why is there 

no clean, polarised answer to the question of bias in the algorithm?  

 

In chapter two I argue that there are similarities between the pseudoscience of 

phrenology, widely considered as scientific fact by many in the early to mid-nineteenth 

century, and instances of current algorithms misinterpreting data. This is both to 

understand how opaque algorithms, whose decisions we cannot understand, are 

believed without hesitation and to learn if understanding how phrenology became 
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discredited can help question certain algorithmic discriminatory tools. 

 

In the third chapter, my aim is to understand how opaque algorithms, whose decisions 

we cannot understand, are believed without hesitation. My research questions for this 

chapter will be: what are the ethics and practicality of un-understandable algorithms? 

And how has the choice of a black box affected the authenticity of the tool’s outcome? 

 

The fourth chapter will argue the case for and against algorithmic intervention and 

contrast this with human error proven to be present in the justice system. Is this 

intervention necessary and could it be a positive thing if approached differently? Is the 

collected data appropriate? And should an algorithm be able to judge people on criteria 

that a court could not?  

 

In order to answer the above research questions, I will make use of the following key 

publications. Cathy O’Neil’s book ‘Weapons of Math Destruction’ critically analyses a 

number of algorithms that she claims are negatively impacting society through their 

data interpretation. She has several explanations for how algorithms can become biased 

based on her experience as a data scientist. I have already mentioned the ProPublica 

article on the COMPAS tool, which was the first text to critique COMPAS’ fairness in 

relation to race and is well provisioned statistically. Though the article is only published 

online, it holds relevance beyond its actual content due to some of its claims becoming 

the centre of debate in many other publications. This includes a rebuttal published by 

Northpointe, written specifically to derail the accusations. Lastly, ‘Criminal Man’ is 

Cesare Lombroso’s4 text on criminology that intimately links phrenological ideas of 

physical characteristics to aptitude for criminal behaviour. This book is appropriate 

because of Lombroso’s use of pseudo-scientific methods to draw out conclusions from 

collected data. While other phrenologists talk about the significance of physical 

characteristics in interpreting psychological ones, Lombroso worked the theories into 

the field of criminal justice and I believe parallels can be drawn between his practice 

and COMPAS’ methodology. 

                                                
4 Cesare Lombroso was a well-known phrenologist and one of the first people to attempt to apply the 

scientific method to criminology. 
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Chapter 1: The ProPublica paper and 
scrutiny of both the paper and the 
recidivism tool. 
 

The COMPAS recidivism algorithm is a machine learning tool used in the American 

justice system, which uses personal data such as gender, zip code and prior convictions 

to generate a risk of reoffending score. Being a privately owned system, it has been 

available for purchase since the year 2000 from the company ‘Northpointe’5 and is 

currently used in several states across America, including Wisconsin and Florida. The 

score is created from questionnaire data with the help of police officers and inputted 

into an online server that gives feedback in the form of a score out of ten (Northpointe 

2012). This numerical result is shared with judges proceeding over the defendants’ trails 

to help determine things like probation eligibility and has been cited by judges in their 

sentencing decisions (Angwin 2016). The amount of conscious influence that COMPAS 

has varies from judge to judge, and the unconscious influence it has is impossible to 

measure. These judges employ COMPAS because it is advertised as ‘an objective 

decision support tool’ (Northpointe 2012: 8) free from messy, biased human decisions. 

 

The ProPublica paper mathematically analysed the ‘COMPAS recidivism6 tool’ used in 

courts across America. It turned COMPAS’ data into a binary format listing the 

defendants as high or low risk and then compared the tool’s scores with the actual 

recidivism rates of defendants. They did this to determine how effective the tool really 

was and to see if they could spot any asymmetry that could outline racial bias (Angwin 

2016). The paper highlighted that the formula was ‘particularly likely to falsely flag black 

defendants as future criminals, wrongly labelling them this way at almost twice the rate 

                                                
5 Northpointe are the company that owns and created COMPAS recidivism algorithm. 
6 Recidivism is the likelihood of a defendant reoffending or breaking the law again. 
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as white defendants. (And) White defendants were mislabeled as low risk more often 

than black defendants’ (Angwin 2016). These results indicate that the algorithm acts in a 

discriminatory manner, negatively impacting black defendants unjustly much more 

than white defendants. Other researchers have also reached similar conclusions. As 

early as 2008 these tools were being questioned. The paper ‘THE LSI-R AND THE 

COMPAS Validation Data on Two Risk-Needs Tools’ analysed both COMPAS and a 

similar tool also used in America. The authors asserted that ‘the validity of the 

COMPAS and the criminogenic variables also varies with racial/ethnic group’ (Fass 

2008: 1106) and that the tool’s credibility fluctuates when used for people of different 

races. In Julia Dressel’s PhD thesis, she speaks very critically about the use of risk 

assessment algorithms, concluding that ‘in terms of racial biases, this study exposed that 

COMPAS does not offer any fairness advantages over human prediction’ (Dressel 2017: 

56). Dressel believes that this algorithm is no more impartial or effective than humans 

are. She went on to write another published paper upon graduating, attempting to prove 

this statement empirically. 

 

Northpointe published its own rebuttal of the ProPublica article, questioning 

ProPublica’s methodology and claiming that the authors used unconventional models of 

fairness. They state, amongst other things, that ‘The black defendants were not assigned 

inappropriately high risk scores’ (Dieterich 2016: 21). This article is far from impartial: 

not only was it published by the company that owns COMPAS, but it was written by the 

co-founder of the company. Northpointe stands to lose profit if the critiques of the tool 

are taken seriously, so it is a logical business measure to question the validity of all of 

ProPublica’s claims. Two of the three authors of Northpointe’s article wrote another 

paper.  Predictably they concluded that their tool was not biased: ‘The present study 

found that the COMPAS recidivism models preformed equally well for African 

American and White men at predicting the arrest outcomes’ (Brennan 2008: 33). And, 

while they argue their case well with statistical data, the same criticism of a conflict of 

interest detracts from their persuasiveness. That said, there is one impartial source that 

agrees: 'False Positives, False Negatives, and False Analyses: A Rejoinder to "Machine 

Bias: There's Software Used Across the Country to Predict Future Criminals. And It's 

Biased Against Blacks."'. This article makes some of the same arguments as those of the 

Northpointe employees, stating ‘these findings suggest that there are no significant 
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differences in the functional form of the relationship between the COMPAS and 

general recidivism for White and Black defendants’, confirming some of what Brennan 

and Dieterich claimed (Flores 2016: 15-16). They do, however, go on to state that they 

don’t advocate the use of the COMPAS tool (Flores 2016: 6).  

 

So, is COMPAS biased against black defendants? By some definitions of fairness, the 

answer is yes, and by others, no (Kleinberg 2016: 4-5). COMPAS does satisfy certain 

mathematical models for fairness such as statistical parity7 (Kleinberg 2016: 8) so could 

be argued as a fair system, but it fails other statistical comparisons (such as equal false 

positive and negative rates) so it can be argued as biased (Dieterich 2016: 9). While it has 

similar rates of accuracy for predicting recidivism in both black and white defendants, 

COMPAS clearly does work differently for both races; how it goes about achieving that 

accuracy is very different. If you were a defendant who was going to reoffend you would 

be more likely to be given an inaccurate low score if you were white, while if you were 

not going to reoffend you would be more likely to be given an inaccurate high score if 

you were black. Because of this, COMPAS does not meet my moral criteria of an 

unbiased algorithm. 

 

Dressel summarises the argument well in her text: ‘The disagreement amounts to 

different definitions of fairness’ (Dressel 2018: 1). Thus, since there is no unified 

definition of fairness, no indisputable answer can be concluded. So, are these papers 

asking the wrong questions? The ProPublica rebuttal, somewhat defensively, stated that 

‘in comparison with blacks, whites have much lower base rates of general recidivism’ 

without any acknowledgement that recidivism rates might not be reflective of actual 

reoffending rates (Dieterich 2016: 6). Which raises the question: is it meaningless to 

compare statistics of fairness against a benchmark of recidivism that is itself not fair? 

All of these mathematical definitions of fairness are only comparable against arrest 

records that are themselves biased. For example, in America black people equate to 

‘2.81% of the driving population’ but ‘15.04% of those asked to exit the vehicle’ by police 

officers (Bale 2014: 99-100), over five times what would be expected.	

                                                
7 Each group has equal fractions of false positive and negative rates 
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Chapter 2: Neural Networks and 
Scientific Racism. 

 

Part One: Racial Bias and AI. 

 

Recently, new and powerful machine learning algorithms have been found to inherit 

human bias (Spielkamp 2017). When these algorithms learn solely from data taken from 

humans, all of whom contain inherent biases, the machines learn reality as it is 

presented to them. They become a reflection of the biased data they receive (O’Neil 

2017). COMPAS is not an isolated case. Other recidivism algorithms have received 

similar criticism, with one of the key examples being the ‘Level of Service Inventory 

Revised’ (LSI-R) (Whiteacre 2006), used in several states across America. Machine bias is 

increasingly reported in almost every field that surrounds personal or social data 

collection. According to the Association of Graduate Recruiters, 71% of employers in 

the UK ‘use some form of psychometric test for recruitment’ (O’Neil 2016). Tests have 

for instance been found to bear similarities to mental health tests used in medical fields, 

which, if seen to be similar enough, would stray past the realm of mere immorality and 

into a highly illegal one (O’Neil 2016). One less practical and more experimental 

example is the case of Tay the Microsoft Twitterbot. She/it was created to simulate a 

sixteen-year-old girl, learning from conversations she had with Twitter users. This was 

an experiment attempting to form a multi-layered identity. However, after only a few 

short hours of activity on the web she was corrupted by internet trolls and began to 

tweet obscene discriminatory remarks about minorities: ‘Tay echoed the racism and 

harassment that was fed into it’ (Neff and Nagy 2016: 4927). 
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Cathy O’Neil calls the powerful algorithms that have been found to contain bias 

‘Weapons of Math Destruction’ or ‘WMD’ for short (O’Neil 2016: 3). She reserves this 

title for life-changing, destructive systems. Target’s job application algorithm, 

mentioned in the introduction to this dissertation, is one such WMD. Researchers are 

starting to write about this problem. One example is the case of Latanya Sweeney, a 

Professor at Harvard University in America. After searching for her own name on 

Google, she found advertising links to what looked to be her own (non-existent) arrest 

record. Afterwards, she studied Google’s dynamic advertising, concluding that ‘a black-

identifying name was 25% more likely to get an ad suggestive of an arrest record’ 

(Sweeney 2013: 34). These adverts were for a company called ‘Instant Checkmate’, a 

website that provides arrest data on members of the public (Instant Checkmate 2018). 

Sweeney went on to conclude that this was negatively impacting these individuals when 

prospective employers searched for them online and saw what seemed to indicate a 

criminal record (Sweeney 2013: 2).  

 

The Algorithmic Justice League has been created to combat bias in applied machine 

learning, and was founded by an MIT Media Lab member named Joy Buolamwini 

(Buolamwini 2017). Buolamwini’s research lies in the disproportionate effectiveness of 

facial recognition software, working much more effectively for white males and 

particularly poorly for dark skinned females. This is due to the data set being comprised 

of members of the public who were ‘77 percent male and 83 percent white’ (Lohr 2018). 

She stated that whilst doing research in the area, for her Master’s degree, she needed to 

put on a white mask to be recognised as a person by the computer, as symbolic an 

intervention as you will find. 
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Figure 1, (Buolamwini 2016) White Mask, Shows Joy Buolamwini illustrating her 

concept of the ‘coded gaze’, this is how to make a computer recognise her as a person.  

 

 

This problem is perpetuated by the sharing of data sets in the field. The people currently 

working on the technology have the attitude of sharing training data so all of the 

algorithms have a similar level of misrepresentation. This technology is being 

increasingly used in policing, and going forward may become increasingly more 

influential on society (Levin 2016). If regulations are not updated to prohibit 

misrepresentative datasets, then the effect would likely be products and software that 

are much less accurate if you are not a white male and are highly unreliable when used 

on people with darker skin, especially women. This could lead to many more arrests of 

people of colour through misidentification, with no evidence other than an algorithm 

that makes biased decisions; thus perpetuating systematic racism in an already 

imperfect police force. 

 

The algorithm has not been given representative enough data in order to learn how to 

successfully categorise females or minorities as well as it can with white males. 

Buolamwini has named this phenomenon the ‘coded gaze’. This is a reference to Laura 

Mulvey’s ‘male gaze’, a concept in feminist theory. This is the representation of the 

female from the male heteronormative viewpoint in media, creating the trope of the 
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female as the passive spectator and the male as the active contributor (Mulvey 1989). The 

‘male gaze’ affirms the idea of the male as the default. Both the ‘male gaze’ and the 

‘coded gaze’ stem from consciously or unconsciously deferring to an androcentric8 

viewpoint and represent the population disproportionately and ineffectively. To an 

extent, the ‘coded gaze’ is an iteration of the ‘male gaze’ in the medium of software 

rather than traditional media, but it takes the concept further by including the factor of 

race. 

 

These cases studies are examples of how the use of machine learning can inadvertently 

lead to a system with racial prejudice through misuse of the technology. No consciously 

racist action needs to be taken in order for there to be significant discriminatory effect. 

This can be attributed to the use of machine learning without knowing what 

unexpected results would follow (Person9 1 2018). This is one of the reasons that 

algorithmic bias is hard to regulate: an algorithm can be designed with the best 

intentions, but complex and difficult to predict situations can occur. In the case of 

‘Instant Checkmate’, the algorithm is not actively judging people based on their 

appearance but links their name to their race indirectly, contrasting with facial 

recognition which is judging based solely on appearance and therefore indirectly on 

race. It is interesting that algorithms begin to simulate our bias in stance of perception 

when machine learning itself is an attempt to simulate how our brains function. Neural 

networks are, after all, attempting to simulate how human brains function: if we create 

something in our image how can we be surprised when it turns out to inherit our biases 

and flaws? 

 

  

                                                
8 Androcentrism is the act of having a male perspective centred world view and the problems that this 

propagates. (Gilman 1971) 
9 Person 1 is my first interviewee. 
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Part Two: Phrenology and AI 

 

Cathy O’Neil likens her ‘Weapons of Math Destruction’ to phrenology: 

 

‘When I consider the sloppy and self-serving ways that companies use data, I’m 

often reminded of phrenology, a pseudoscience that was briefly the rage in the 

nineteenth century. Phrenologists would run their fingers over the patient’s skull, 

probing for bumps and indentations. Each one, they thought, was linked to 

personality traits that existed in twenty-seven regions of the brain. Usually, the 

conclusion of the phrenologist jibed with the observations he made. If a patient 

was morbidly anxious or suffering from alcoholism, the skull probe would usually 

find bumps and dips that correlated with that observation—which, in turn, 

bolstered faith in the science of phrenology. Phrenology was a model that relied 

on pseudoscientific nonsense to make authoritative pronouncements, and for 

decades it went untested. Big Data can fall into the same trap.’ (O’Neil 2013: 

122). 

 

Cesare Lombroso, considered to be one of the first criminologists, authored a book 

titled Criminal Man (1876), in which he described the ways in which criminal activity was 

dictated by a person’s genes, and suggested that criminals were less developed than 

‘normal’ people. Physical characteristics were, in his opinion, an indication of how likely 

a person was to commit a crime (Lombroso 2007). In the mid nineteenth century he 

studied criminals and their skulls, linking all sorts of characteristics to criminality, such 

as hooked noses and projecting jaws. While he was far from the first phrenologist, he 

was the first to directly link and criminal behaviour to appearance and test his theory. 

His work was inspired by Darwin’s theory of evolution but took it a step further, 

hypothesising that the less evolved people looked, the more criminal tendencies they 

shared; these people were ‘born criminals’ (Simon 2014). Lombroso’s theories had lost 

credibility by the early twentieth century, helped in part by his attempt to categorise the 

biology of the spiritual world (Knepper 2013). Charles Goring is ascribed with having 

discredited Lombroso, concluding that ‘The physical and mental constitution of both 

criminal and law-abiding persons, of the same age, stature, class, and intelligence, are 
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identical’ (Goring 1913: 370). He did this by compiling vast quantities of statistical data 

on body measurements over eight years and comparing this against criminal data. 

 

The impact of popularly believed pseudoscience can be terrible when implemented, 

especially when mixed with scientific racism. In mid-twentieth century Germany the 

pseudoscientific myth of the Aryan master race garnered popularity in philosophical 

and then political fields. The race was supposed to have been physically and 

intellectually superior to other races and the Germanic and Scandinavian peoples were 

said to be their descendants, due to a lack of genetic integration. This ‘heritage’ became 

seen as something that had to be preserved and people of other races were demonised as 

threats to this ‘heritage’. Jewish people became the main scapegoat of this movement, 

resulting in war crimes of anti-Semitism on a scale rarely seen in history: ‘The Final 

Solution’. Eugenics was implemented in an attempt to stop the mixing of races (Regal 

2009). The Aryan theory was never found to have a basis in fact; even the claim that 

Scandinavian genes were particularly more genetically isolated was relatively recently 

categorically disproven (Melchior 2008). 

 

Are recidivism risk score tools pseudoscientific? The oxford dictionary defines 

pseudoscience as ‘A collection of beliefs or practices mistakenly regarded as being 

based on scientific method.’ (Pseudoscience 2018). If we take the scientific method to 

mean testing hypotheses against unbiased data to determine their accuracy, or at least 

accounting for the bias in the data, then it could be argued that COMPAS is a 

pseudoscientific process. The algorithm itself follows the statistical pathway of the 

scientific process except for its use of data. It does not take into account inherent bias 

and human error. COMPAS gets results according to success parameters, but is this 

true success? The data collected has inherited bias and so to define success by it 

entrenches and disguises the bias. 

 

The algorithm is trained to predict recidivism based on the rate that it is found in the 

current prison system: a system in which black people are much more likely to be both 

arrested and incarcerated than white people. The algorithm learns this data as a way to 

interpret the world and reproduces the same rates of recidivism it sees in the current 

world, irrespective of whether the current statistics are based on non-neutral data. We 
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can only train algorithms against data that exists. In the case of COMPAS, we train this 

algorithm against data relating to how often people are caught reoffending, but this is 

not the same as the actual rate of reoffending. Not every crime results in arrest and 

conviction rates are known to be racially biased, ‘black people, for example, are almost 

four times as likely as white people to be arrested for drug offense’ (Dressel 2018: 3). 

 

If there is bias in both the sentencing and arresting of criminals, it would make sense 

that recidivism rates vary between races. It is not, however, provable that this is an 

inherent difference between races, only that people are treated differently in the justice 

system in accordance to race. Recidivism scores, such as COMPAS, are all based on this 

flawed data and so are flawed themselves. They may not be entirely pseudoscientific, but 

how they are used can be interpreted as pseudoscience. The interpreters of these scores 

have not studied algorithms and so do not fully understand the limitations or failings of 

them. 

 

Recently, a paper was published that had shocking similarities with Lombroso’s work, 

repackaging biological criminology. In November 2016, two researchers from Shanghai 

Jiao Tong University released a paper named ‘Automated Inference on Criminality 

using Face Images’. Their aim was to correlate ‘the innate traits and social behaviors of a 

person and the physical characteristics of that person’s face’ Wu and Zhang (2016: 1). In 

other words, they wanted to compare images of faces to discern whether facial 

appearance has any statistical relationship with the content of their character, and more 

specifically, their criminality. To accomplish this, they collected ID images of convicted 

criminals and images of the general public and ran them through a machine learning 

algorithm Wu and Zhang (2016: 1). 

 

They achieved their goal with startling precision: the algorithm can decipher criminal 

from citizen photos at ‘89.51% accuracy’ Wu and Zhang (2016: 4). Wu and Zhang also 

claim to have discovered ‘a law of normality for faces of non-criminals. After being 

controlled for race, gender and age, the general law-biding public have facial 

appearances that vary in a significantly lesser degree than criminals’ Wu and Zhang 

(2016: 10). In other words, the faces of those whom they deemed to be law abiding 

resemble each other more closely than the faces of convicts resemble each other. Taken 
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verbatim, these conclusions are quite staggering in implication and could, for better or 

worse, revolutionise the justice system. However, they received criticism on the validity 

of their conclusions. There are serious reservations over the origins of the visual data 

that they use. For the images of criminals, it is not specified whether they were taken 

before or after these individuals were convicted: 

 

‘All criminal ID photos are government issued … To our best knowledge, they are 

normal government issued ID portraits like those for driver’s license in USA. In 

contrast, most of the noncriminal ID style photos are taken officially by some 

organizations (such as real estate companies, law firms, etc.) for their websites. 

We stress that they are not selfies.’ Wu and Zhang (2016: 3). 

 

The images of members of the public are taken by companies for websites, and as such 

are hardly sterile test conditions. The outcome could say more about who companies are 

willing to hire and place images of on their website than which facial features are linked 

to criminal behaviour. They refute that smiling is a factor and stress that, to non-

westerners, these people merely look more relaxed, but I believe that it is probable that 

looking relaxed is why these photos were chosen to be put online. Companies will select 

photos and workers that better advertise their interests.  

 

A WIRED columnist writes, ‘that the criminal justice system is biased against people 

with certain facial features […] The fact that the researchers didn’t notice this gaping 

hole in their logic is disconcerting to say the least’ (Bailey 2016). Even if the data sets 

were representative, could the effect of appearance on the likelihood of conviction be a 

vital factor? Over a hundred years ago Charles Goring wrote that it is an ‘indisputable 

fact that there is a physical, mental, and moral type of normal person who tends to be 

convicted of crime: that is to say, our evidence conclusively shows that, on average, the 

criminal of English prisons is markedly differentiated by defective physique - as 

measured by stature and body weight, by defective mental capacity’ (Goring 1913: 370). 

Even then, Goring could see that there is a distinction between the ‘physical type of 

person’ that is convicted of crimes and the type of people that commit them. The two 

categories may overlap considerably but they are fundamentally different. It should be 

stated that he spent the rest of the book disproving Lombroso’s theories that linked 
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physical characteristics to criminal behaviour.  

 

Wu and Zhang’s research aims were the same as Lombroso’s: to correlate behaviour 

with appearance and so criminality with physical appearance. They come to similar 

conclusions. The difference between the two is their reasoning, intended application 

and method of comparison. Wu and Zhang tested their theory with the use of a powerful 

algorithm, while Lombroso did not have the technology to do this and had to draw and 

test his own comparisons. Their intentions of application of the technology are also 

quite different, as Lombroso intended to apply his research to the field of criminology 

and into government policy whereas Wu and Zhang wanted to use AI techniques to test 

their theory. They did not theorise as to why these physical attributes may affect 

criminality, whereas Lombroso did. He believed that criminality was due to being less 

evolved, and more ape-like. 

 

To conclude, the danger of pseudoscience slipping into public opinion and government 

policy cannot be overstated. It has the proven ability to tear apart cultures through 

discrimination. If Wu and Zhang’s facial analysis technology were to be used as a pre-

emptive crime reduction technique, people would be being judged on things that were 

beyond their control. This would be a new form of mass discrimination, one based upon 

algorithmic prejudices as well as social ones, creating a somewhat Orwellian future. The 

researchers may not have created the algorithm for the purpose of discrimination, but it 

is a logical appropriation of the technology that governments may be interested in. 

 

To avoid future criminology-based pseudoscience we can look to the past, to how 

Goring approached it in his time. What separates Goring from his contemporaries? He 

could see the bias in the data he collected, he could look beyond a surface view of the 

statistics and see the underlying truths. If Goring saw the research mirroring that of 

Lombroso, he would state that the results ‘are thus described because of a too separate 

inspection, and narrow view of the facts, by these observers’ (Goring 1913: 370).  
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Chapter 3: Understanding ‘Black Box’ 
Algorithms. 
 

One major problem with machine learning algorithms is that when we use powerful 

‘black box’ algorithms that make judgments on people we are not able to determine 

exactly why the algorithm makes the decisions it does. In my opinion it is problematic if 

we trust these services purely because they are driven by mathematical processes, and 

especially so when used in the field of criminology.  

 

The co-founder of Kickstarter10 Fred Benenson coined a term for this effect: 

‘Mathwashing’ (Byrnes 2016). He describes Mathwashing in an interview as ‘using math 

terms […] to paper over a more subjective reality’ (Woods 2016). This effect works 

because of society’s lack of willingness to question anything based upon mathematical 

processes. Cathy O’Neil states in one interview: ‘Because algorithms are considered 

mathematically sophisticated, and people don’t consider themselves mathematically 

sophisticated, they feel like they do not have the right to question these things 

(algorithms). And so these algorithms take on, kind of a life of their own in terms of […] 

authority.’ (Cunytv75 2016). Her take on ‘mathwashing’ is that because someone doesn’t 

understand a mathematically enhanced decision they are likely to feel that they should 

not or cannot question it, thus attributing an undeserved authenticity.  

 

So due to ‘mathwashing’ algorithms can gain an undeserved aura of unquestionability 

and have a reputation of being objective. COMPAS’ company describes it as: ‘an 

objective method of estimating the likelihood of reoffending’ (Dressel 2017: 10). But as 

was discussed in chapter 2, the algorithm was trained on data that was as flawed as the 

people who influenced and gathered it, so it cannot be truly objective. Objectiveness in 

machine learning is tainted by non-neutral data. Human bias is passed onto our 

algorithmic creations and they can camouflage this rather than prevent or fix it with the 
                                                
10 Kickstarter is a crowdfunding website to help people to raise money on projects. 
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aid of ‘mathwashing’. If judges were found to have false positive and negative rates that 

considerably favoured white people, then they would be able to be held accountable for 

these decisions. But since it was an algorithm, nothing has been done.  

 

Neighbourhood (and therefore zip code) is highly correlated with race and so should not 

be included in a scoring system that claims objectivity. Objectiveness cannot be proved 

with algorithms whose workings we don’t fully understand. When we input details that 

are statistically proxies for race we are essentially giving the machine the race data of 

criminals and hoping that it doesn’t use it in its score evaluation. ProPublica found that 

COMPAS is twice as likely to mislabel black defendants as high risk than white ones. 

When a tool does not work to the same degree of accuracy for all the races then how can 

it truly be objective? 

 

I believe that this becomes a problem when important decisions are being made that 

greatly affect the lives of members of the public. People do and should have the right to 

know how decisions to incarcerate them are derived (Anon 2017). The COMPAS 

recidivism algorithm does not comply with this. For example, When Eric Loomis was 

charged for eluding the police, he was sentenced to six years’ imprisonment. This was 

not unexpected but controversy arose when the judge cited Loomis’ COMPAS score as 

a reason for the sentence length. Loomis’ lawyer argued that because the risk score is 

only accurate for certain groups of people and the methodology is secret, the use of it 

had infringed on his human rights. The motion was denied and Loomis was told that 

‘the use gender as a factor in the risk assessment served the non-discriminatory purpose 

of promoting accuracy’ (Anon 2017: 1532). The idea of using gender or race (or other 

factors that have been used to discriminate in the past) to promote accuracy being non-

discriminatory is completely nonsensical. Using gender in an algorithm to determine 

recidivism is using gender to determine recidivism; the only difference is that the 

methodology is opaque. It is my belief that it should not be the job of the public to prove 

that they are being discriminated against, it should be the job of the justice system to 

prove that they are not discriminating against the public. As Anupam Chander states: 

‘the government’s interest in protecting trade secrets seems an inadequate reason to 

refuse to inform citizens of why the government took decisions that seriously impact 

their lives.’ (Chander 2017: 1033). Governments cannot protect companies’ proprietary 
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secrets when it comes to ‘risk assessment tools like COMPAS, because the company’s 

private interests cannot be reconciled with public interests’ (Carlson 2017: 329). The 

need for Northpointe’s secrecy is outweighed by the public’s right to know exactly why 

they are being sentenced. 

 

Eric Loomis is a convicted sex offender and I do not disagree that he deserves to be in 

jail, but he still deserves to know that he was not discriminated against at his trial and 

the courts did not allow him this right. These scores gain the authenticity of maths and 

science through being the product of an algorithm perceived as objective, when in fact 

they are based upon facts and figures that hold bias themselves (O’Neil 2017: 3). Humans 

can at least equate for their own biases as they can have a knowledge and understanding 

of them that machines cannot. They have the ability to understand that they may not be 

able to comprehend whether a factor is a cause or a product of a situation and whether it 

can be taken into account in sentencing criminals. In other words, because machines 

handle data objectively, their decisions cannot be objective when incorporating biased 

data.  
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Chapter 4: Inherent Problems with 
the Recidivism Tool. 
 

Setting aside bias for the moment, does COMPAS predict recidivism well? A 2012 

government evaluation stated that ‘The Recidivism Scale achieved an acceptable level of 

predictive accuracy (0.71 AUC value)’ (Division of Criminal Justice Services 2012: i). So 

the tool works to an officially acceptable degree, and other sources agree. One critic of 

the tool believes that their ‘analyses revealed that the COMPAS general recidivism and 

violence scales were significantly correlated with rearrests during the 24-month follow-

up period, albeit moderately’ (Zhang 2014: 181), but disagrees with the government 

evaluation on the level of accuracy it achieves. They also go on to state that they can 

reproduce the accuracy COMPAS achieves with a much simpler model. From the 

evidence I have gathered, there seems to be consensus that COMPAS works to an 

extent, but how well? Does it work better than humans at the same task? 

 

There is a clearly justifiable reason for wanting to bring objectivity into the courtroom, 

as human error has been found to have a negative effect on the impartiality of our 

decisions. For example, judges have been found to be much more favourable earlier in 

the day and after snack breaks: ‘the probability of a favorable ruling steadily declines 

from ≈0.65 to nearly zero and jumps back up to ≈0.65 after a break for a meal’. This is 

clear human error and is something worth trying to eliminate. 
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Figure 2, (Danziger 2011) Graph 1, shows Danziger, Levav, and Avnaim-Pesso’s 

graphical representation of how judge’s leniency changes throughout the day. It plots 

favourable decisions (x) against the time of day (y). 

 

COMPAS has not, however, been proven to eliminate human error. Quite the opposite. 

Untrained humans were found to be more effective than COMPAS in one trial. Julia 

Dressel and Hany Farid paid online participants to predict whether criminals would 

reoffend based on a few pieces of data much the same way that the tool works. Their 

outcomes were slightly more accurate and less racially biased than COMPAS’. Dressel 

shows that the false positive values for black and white defendants are more similar. She 

concludes ‘nonexperts are as accurate as the COMPAS software’ (Dressel 2018: 3). Not 

only does this show that humans can be equally as effective, it highlights the similarities 

of the simulated and the biological neural network. They seem to work with very similar 

accuracy and results. Anupam Chander, a professor of law at the University of 

California, argues that ‘The ultimate black box, of course, is the brain which, even with 

the latest techniques, remains remarkably opaque.’ (Chander 2017: 1045). Since neural 

networks are model simulation brain pathways, there is an argument for the brain being 

the original black box and that which of these black boxes makes this decision is 

irrelevant. Neither can be understood and both act with bias, and maybe neither 

deserves our full trust. 
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Figure 3, (Dressel 2018) Chart 1, shows Dressel and Farid’s graph of how effective 

untrained humans are at predicting recidivism compared to COMPAS. It plots 

percentage of accuracy (x) against human and COMPAS results for overall accuracy, 

false positives and false negatives of both black and white defendants. 

 

Computers and algorithms are not directly biased but they can contain bias and can 

certainly be used for applications that they are so unsuited for that they have a negative 

impact on the world. They cannot understand cause and effect, so to expect them to 

discern between the two is illogical. 

 

In comparatively simple fields of AI, such as aeroplane flight path generation, we can 

anchor results to tangible outcomes with simple right or wrong answers. A plane either 

flies according to the prescribed path or it does not. However, when we try to apply AI 

to messy, subjective issues such as recidivism or job applications there are no clear 

points of reference for success. Instead we are forced to use our current benchmarks. As 
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I discussed in the previous two chapters, instead of removing bias from the system, this 

reinforces that bias and hides it behind a veil of perceived objectivity. This is because 

machine learning cannot understand the context of the data it learns from and so 

cannot tell the difference between underlying patterns and bias in the data. In this 

sense, artificial intelligence, just like humans, can never be truly objective. They contain 

an embedded value system ‘learned’ from their creators, based on how success is defined 

to them. 

 

When algorithms are given a definition of success to emulate, it comes from historical 

data, which are the current benchmarks for that success. This means that the outcome 

can only be achieved between these pre-set values and up to the accuracy of the past, 

and it cannot act progressively (Person 1 2018). This is called latent bias, meaning bias 

due to misleading historical data. O’Neil explains the real word significance of this in an 

interview. O’Neil speculates what would happen if FOX News, a news corporation with 

a history of sexist misconduct, were to start using an algorithm to hire workers. The AI 

would look at the past data of what type of person succeeded in the corporation and 

what type was hired, it would replicate this pattern and see the status quo as how things 

should be. If women do not succeed in FOX, then the algorithm would be less likely to 

select them for hire (TED 2017). This creates a self-fulfilling prophecy, a feedback loop 

of data collection and usage. Meaning that a system affirms the inequality of the 

situation it is used in. 

 

Even if all of the data collected was factual and the tool was entirely accurate, much of 

the data used by the recidivism tool would still be unethical to be taken into a court of 

law. Using background data in scores, such as data about defendants’ family and friends 

or zip code, is discriminatory. For example, if you live in a poor neighbourhood you are 

more likely to be given a high score. I find this elitist and highly unethical, regardless of 

whether it increases the accuracy of the tool. If the accuracy of the tool is only available 

due to the use of unfair data, then it is my opinion that the criteria of recidivism should 

not be used in court cases. The concept is based upon punishing people for things they 

have not done yet and may never do. 

 

There are many ideas of how to make a better or fairer version of COMPAS. Dressel 
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showed that humans can perform just as well, O’Neil thinks that a linear algorithm 

would be more accountable and fair, and Chander believes that it may be appropriate to 

‘share details of inputs and outputs with a third party who could review the fairness of 

the decision maker’s algorithm’ (Chander 2017: 1044). My initial thought was that an 

ethical specialist should be brought into the designing process of the algorithm to stop 

ethically questionable decisions being made, but after conducting primary research my 

mind was changed. Person 1 explained to me that the problem was not that the 

algorithm’s designers do not know what would be ethical for an algorithm to do, they 

generally create with the best intentions in mind. The issue is that the problems that 

spring up are nearly impossible to predict: they need someone that can predict the 

results of their methodology but these people don’t exist (Person 1 2018). 

 

Would a linear algorithm be more appropriate instead? Well, a neural network or deep 

learning algorithm is much more complex than a linear one. This means that it can 

perform more complex tasks more accurately but its process cannot be understood. So 

the algorithm’s designers have a choice; the transparent but less efficient, or the opaque 

and more accurate (Person 1 2018). In the case of COMPAS they chose to use the 

opaque algorithm, the ‘black box’. They would argue that a more accurate algorithm 

would be more fair but its methodology cannot be analysed or proven to be fair. Walid’s 

explanation was quite poetic, “linear algorithms are great but there are many things in 

the world that are not linear” (Walid 2018). So the idea of solving the problem of bias 

with a linear equation would result in a tool that worked poorly in comparison to the 

current one. When you also consider that untrained humans were able to achieve at least 

as accurate results, algorithms may not yet be able to appropriate methods of predicting 

recidivism at all.  

 

COMPAS works accurately enough to be considered predictive but objectivity is needed 

for an algorithm to aid human cognition with this particular task. Machine learning 

takes its data from human sources, inheriting their embedded value systems and 

therefore does not remain objective. Therefore, algorithms are not ready to undertake 

this task. This is not to say they shouldn’t be used in other ways to eliminate human 

bias, but in this particular case they cannot satisfy both fairness and accuracy 

simultaneously. Dressel has proven that humans are just as capable of the task and more 
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easily accountable. 

 

Machine learning is in its infancy, and is not yet complex enough to overcome naivety. 

Maybe we should treat its moral decisions as if they too were infantile? Machine 

learning algorithms are both too complex and not complex enough. They are too 

complex to understand how they work fully but they are not complex enough to 

interpret a dataset’s context and bias. They are much more complex than linear models, 

much harder to understand and therefore much harder to attribute criticism to.  
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Conclusions:  
There is no conclusive consensus as to whether COMPAS is biased when compared to 

official recidivism statistics, but there is consensus that it works differently when 

assessing different races. When analysed with the knowledge that the training data 

contains bias, as well as the recidivism data that it is compared to, it becomes apparent 

that the tool is a feedback loop that perpetuates inequality. Regulations are needed to 

avoid future pseudoscience having a powerful negative impact, and Goring’s refutation 

of Lombroso’s work can act as a template for this.  

 

In the end, I have not found scientific racism in the same form as it was in the past. 

Previously, scientific racism used pseudoscience to affirm prejudiced beliefs and create 

systems for discrimination. Contrastingly, what I have found to be occurring now is the 

result of training machine learning against biased data. The result is similar even 

though the aim of contemporary researchers is not to uphold prejudice but to seek 

higher degrees of efficiency. I have found sufficient evidence to suggest that this is 

resulting in unintentional scientific racism. The algorithms that are being used are not 

pseudoscientific. However, what can be interpreted as pseudoscience are the ways in 

which these algorithms are being appropriated to do jobs for which they do not have the 

available neutral data to perform acceptably 

 

Machines are in a sense fundamentally unbiased, as they can only ‘run numbers’. They 

arguably cannot hold personally motivated prejudice or preconception. But those 

numbers have to come from somewhere and if they come from human sources, as they 

almost always do, then the algorithmic outcome will inherit the bias reflected in these 

numbers. This does not mean that the machine itself is necessarily biased but that the 

outcomes it generates can be. And depending on how the outcomes are interpreted and 

used by humans, they can have tangible and very real effects on the world. Without 

having any understanding of the concept of race itself, an algorithm can nevertheless be 

deemed to have a racist effect on society. 
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Appendices: 
 

Glossary: 
 

 

AI Artificial intelligence. 

Androcentrism Androcentrism is the act of having a male 
perspective centred world view and the 
problems that this propagates. 

Biological Criminology, Phrenology The idea that biology can help predict 
crime 

Black Box, Opaque Algorithm An algorithm so complex that no-one can 
understand why they make the choices 
they do, they are not actively obscured by 
choice of the algorithm’s creators, though 
this is sometimes a welcome benefit. 

COMPAS COMPAS is short for Correctional 
Offender Management and Profiling 
Alternative Sanctions. 

Latent Bias Misleading historical data affecting an 
algorithm. 

Machine Learning, Neural Networks, 
Deep Learning 

A type of algorithm that simulates the 
neural networks of a brain, these are a 
type of black box. 

Scientific Racism Using pseudoscientific methods to affirm 
prejudiced beliefs. 

Training Data The data that is used to teach an 
algorithm something. It is a series of 
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connected inputs and outputs that the 
algorithm learns the connection between. 

Transparent Algorithm, Linear 
Algorithm 

A simple algorithm that is easier to 
analyse than machine learning. 

Pseudoscience Attempting to follow the scientific 
method without succeeding. 

ProPublica ProPublica are a non-profit online news 
organisation that aims to highlight and 
address moral issues with real world 
impact. 

Statistical Parity Each group has equal fractions of false 
positive and negative rates 

Recidivism The likelihood of a defendant 
reoffending or breaking the law again. 

WMD A Weapon of Math Destruction. 



32 
 

Interview Notes: 
Person 1 interview. Undertaken on the 16th of February 2018. 

The save file of the recording for this interview was corrupted and 
they did not want to conduct it again, so I have attached my 
interview notes in place of a transcript. The interviewee asked not to 
be named in the dissertation so I shall refer to them as Person 1.  

 

I arrive at her office a little late but she doesn’t mind 

She is sceptical of how helpful she can be as criminological AI is not her specific field  

Her research area? 

security online 

 

Do you know much about biased data effecting machine learning algorithms? 

Most of the time it’s not the algorithm, it’s the data, you can use pretty much the same 

algorithm for plenty of other things and it will be completely fine 

 

Usually it’s the data that’s biased or the tuning. When you create a machine learning 

algorithm you have to tune it to get the right results. 

 

She talks about a previous project with profound applications 

I created an algorithm to aid doctors that predicted heart attack possibility to 98% - 

better than a doctor but only because it predicted one thing only, if a doctor were to do 

the same thing they would probably receive similar results 

 

I should look at Latanya Sweeney’s work 

 

There’s a someone I work with that gets advertised much lower paid jobs than other 

people in the field and it’s because she’s a black woman. Even though she’s a professor 

she gets advertised these things. 
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Do you think algorithm engineers should consult someone in ethical fields? 

 

It’s not that they need a philosopher around, it’s that they need someone that knows 

what problems are going to spring up as a result of their actions. They are creating these 

things with the best intentions but unforeseen and unforeseeable circumstances arise. 

 

If I ask a guy downstairs to make me an algorithm that judges people’s likelihood of 

reoffending as well as a judge can, he’ll do it down to a T. 

 

Me: but that will be as limited as judges in terms of bias, surely? 

 

In a sense but they have to set their scale to something that already exists. These things 

can only be as accurate as the existing benchmark that is defined as success. 

 

what do you think of data that has nothing to do with the crime being used, such as 

background and upbringing? 

 

I think that they are proxies for race but I’m not the person to say that means they 

shouldn’t be used 

 

 

what about a system that does not show how it came to its decisions? 

it’s not that they can’t show how they came to decisions, it’s that the information isn’t 

comprehensible to the people that created it, never mind anyone else. 

(Black box) the term ‘hidden’ implies that you could look in the box and see the answer, 

the answer isn’t really there 

 

Transparent algorithms have their benefit but they can’t be anywhere near as complex 

as neural networks 

 

is there any data that shouldn’t be asked for? 

it’s not for me to say 

The discussion becomes more open and we jump through a few topics: 
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Uber discovered that the algorithm that they use to pay their drivers was paying women 

less than men. It wasn’t that it was attempting to but that women were less likely to 

speed than men amongst other things. Does that make the algorithm biased? should 

Uber be allowing this? 

 

 

in us everyone has ethical training as they go into PhDs etc. so that they can be blamed 

for things when shit hits the fan. I’m surprised at the lack of ethical training over here. 

I’m considered one of the most ethically trained in the department. I get people coming 

in to ask me all kinds of crap about whether they should do this or that. 

 

GDPR – the right to challenge automated decisions on yourself that cannot be explained 

to you. 

 

torture is illegal everywhere because it doesn’t work. but attaching electrodes to 

someone’s head and asking them questions? that’s an AI that’s giving those answers and 

they might be 98% accurate but then that 2 out of a hundred wrong. And that’s stuff that 

gets people put into Guantanamo. And this is still legal. 

 

Me: other bot that creates almost same accuracy but with far fewer data sets being 

inputted… 

 

But if that’s a 1.8% difference then that’s still nearly 2 in a hundred being wrongly 

categorised. On these large scales there’s no room for error. 

 

 

Data analysis a new field: 

 

Not really, look at mortgage brokers they’ve been doing almost the same thing for 

hundreds of years but without the technology. 

 

 

While I prepare to leave she talks about other interesting fields at the moment. 
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I try to keep my ear to the ground on a few aspects of the field these days. Interesting 

things are happening all over the place. People over in block chain are up and down 

practically every day. 

 
 

Walid Magdy Interview. The 23rd of February 2018. 

He specifically asked not to be recorded so I took careful notes during 
the interview that I will attach here in place of a transcript. 

 

Walid is a little late but he invites me into his office apologetically 

One of main problems in machine learning right now, worries of data bias. When 

people include skin colour in recidivism models they get results but they shouldn’t 

Some people say that accuracy is more important than which data are included 

It’s all about the training data, if this is biased then the outcome of the algorithm will be 

biased 

He shows me a very relevant paper and even prints it out for me 

Walid uses machine learning algorithms, he is aware of the effects bias can have and 

tries to limit bias as much as possible. It seems like he thinks eliminating all bias is 

impossible 

Does not work on detecting bias. In his twitter analysis algorithms, he detects political 

leanings rather than political bias. 

Tries to show the bias in the data rather than hide it so that people in more ‘appropriate’ 

fields can study it and it is not his job anymore. He does not want to step out of his 

comfort zone in terms of ethical questions, it seems like he feels it is not his place to 
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answer such questions. 

He uses both machine learning and linear models for his work, for twitter analysis he 

uses linear models  

Linear models are more appropriate because they are easier to analyse. Deep learning 

might be more useful in the future but linear models are just simple equations 

Starts to talk about something called ‘interpretability’ that I do not understand, he gives 

me a few sources on the subject and I subtly try to get back to more relevant topics. 

The algorithms do not understand the words that they interpret, they just compare 

signals. In a sense they understand, they are like a baby when it sees a bowl, learning 

what the signals in its brain mean. They use a huge amount of data to start to interpret 

and sort of understand the world.  

Alexa can have a conversation with you using a huge amount of data. They are trying to 

simulate understanding and learning through simulating the human brain. 

He imposes that he is not an expert in machine learning, he uses it but is no expert. 

Linear algorithms are great for some things but not everything in the world is linear so 

linear algorithms cannot understand them. When we try to apply algorithms to complex 

systems we use deep learning. E.g. recidivism, biology etc. 

Walid asks where I found his name and why I thought he was more relevant than others 

in his department. As with Person 1 he is sceptical of his relevancy to my topic  

I thanks him for his time once I have run out of enquiries. 

 



37 
 

Bibliography 
Angwin, J. (2016) How We Analyzed the COMPAS Recidivism Algorithm. [online] available 

from <https://www.propublica.org/article/how-we-analyzed-the-compas-

recidivism-algorithm> [16 Oct. 2017] 

Angwin, J. (2016) Machine Bias, There’s software used across the country to predict future 

criminals. And it’s biased against blacks. [online] Available at: 

<https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-

sentencing> [16 Oct. 2017] 

 Anon. (2017) ‘State v. Loomis’ Harvard Law Review [online] 130(5), 1530-1537. available 

from <https://harvardlawreview.org/2017/03/state-v-loomis/> [27 Nov. 2017] 

Anwar, S., Fang, H. (2015) ‘Testing for Racial Prejudice in the Parole Board Release 

Process: Theory and Evidence’. The Journal of Legal Studies 44(1), 1–37 

Asimov, I (1996) I, Robot. London: Voyager 

Bailey, K. (2016) ‘PUT AWAY YOUR MACHINE LEARNING HAMMER, 

CRIMINALITY IS NOT A NAIL’. WIRED [online] 29 Nov. available from 

<https://www.wired.com/2016/11/put-away-your-machine-learning-hammer-

criminality-is-not-a-nail/> [18 Mar. 2018]  

Bale, S. (2014) Racial Profiling in Reno Nevada. [online] PhD thesis. University of Nevada 

available from <https://search-proquest-

com.ezproxy.is.ed.ac.uk/docview/1617974931?pq-origsite=primo> [3 Dec. 2017] 

Brennan, T., Dieterich, W., Ehret, B. (2008) ‘Evaluating the Predictive Validity of the 

Compas Risk and Needs Assessment System’ Criminal Justice and Behavior [online] 

36(1), 21-40. available from 

<http://journals.sagepub.com/doi/10.1177/0093854808326545 - 

articleCitationDownloadContainer> [3 Nov. 2017] 

Bryant, B. (2011) ‘Judges are more lenient after taking a break, study finds’. The Guardian 

[online] 11 Apr. available from 

<https://www.theguardian.com/law/2011/apr/11/judges-lenient-break> [18 Nov. 

2017] 



38 
 

Buolamwini, J. (2017) AJL (THE ALGORITHMIC JUSTICE LEAGUE) [online] available 

from <https://www.ajlunited.org/> [15 Jan. 2018] 

Buolamwini, J. (2016) White Mask [online] available from 

<https://www.youtube.com/watch?v=162VzSzzoPs> [15 Jan. 2018] 

Byrnes, N. (2016) ‘Are machine learning algorithms biased?’. MIT Technology Review 

[online] 24 Jun. available from <https://www.technologyreview.com/s/601775/why-

we-should-expect-algorithms-to-be-biased/> [1 Mar. 2018] 

Carlson, A. (2017) ‘The Need for Transparency in the Age of Predictive Sentencing 

Algorithms’. Iowa Law Review 103(1), 303–329 

Chander, A. (2017) ‘The racist algorithm’. Michigan Law Review 115(6), 1023-1046 

Chouldechova, A. (2017) Fair prediction with disparate impact: A study of bias in recidivism 

prediction instruments. (Addendum of arXiv:1610.07524) [online] available from 

<https://arxiv.org/abs/1610.07524> [2 Nov. 2017] 

Corbett-Davies, S., Pierson, E., Feller, A., Goel, S. (2016) ‘A computer program used for 

bail and sentencing decisions was labeled biased against blacks. It’s actually not 

that clear’. The Washington Post [online] 17 Oct. available from 

<https://www.washingtonpost.com/news/monkey-cage/wp/2016/10/17/can-an-

algorithm-be-racist-our-analysis-is-more-cautious-than-

propublicas/?utm_term=.0eadae18e8dc> [18 Nov. 2017] 

Cunytv75 (2016) The Open Mind: Death by Algorithm - Cathy O’Neil. [online video] available 

from <https://www.youtube.com/watch?v=cK87rN4xpqA&t=1228s> [19 Dec. 2017] 

Danziger, S., Levav, J., Avnaim-Pesso, L. (2011) ‘Extraneous factors in judicial 

decisions’. Proceedings of the National Academy of Sciences 108(17), 6889-6892 

Dieterich, W., Mendoza, C., Brennan, T. (2016) ‘COMPAS Risk Scales: Demonstrating 

Accuracy Equity and Predictive Parity’. Northpointe Inc. [online] available from 

<https://assets.documentcloud.org/documents/2998391/ProPublica-Commentary-

Final-070616.pdf> [17 Jan. 2018] 



39 
 

Division of Criminal Justice Services (2012) New York State COMPAS-Probation Risk 

and Need Assessment Study: Examining the Recidivism Scale’s Effectiveness and 

Predictive Accuracy. New York: Division of Criminal Justice Services. 

Documentcloud.org. (2017) Sample COMPAS Risk Assessment Questionnaire. [online] 

available from <https://www.documentcloud.org/documents/2702103-Sample-Risk-

Assessment-COMPAS-CORE.html> [7 Dec. 2017] 

Dressel, J. (2017) Accuracy and Racial Biases of Recidivism Prediction Instruments. [online] 

PhD Thesis. Dartmouth College. 

<http://www.cs.dartmouth.edu/farid/downloads/publications/jdthesis17.pdf> [12 

Dec. 2017]  

Dressel, J., Farid, H. (2018) ‘Accuracy, Fairness and Limits of Predicting Recidivism’ 

Science Advances, 4(1), 1-5 

Fass, T., Heilbrun, K., DeMatteo, D., Fretz, Ralph. (2008) ‘The LSI-R and the COMPAS: 

validation data on two risk-needs tools’. Criminal Justice and Behavior, 35(9), 1095–

1108 

Flores, A., Bechtel, K., Lowenkamp, C. (2016) 'False Positives, False Negatives, and False 

Analyses: A Rejoinder to "Machine Bias: There's Software Used Across the 

Country to Predict Future Criminals. And It's Biased Against Blacks."'. Federal 

Probation 80(2), 38-46 

Gilman, C.P. (1971) The man-made world of our androcentric culture. New York: Johnson 

Reprint Corp. 

Goring, C. (1913) The English convict: a statistical study. London: H.M.S.O 

Instant Checkmate (2018) About Instant Checkmate [online] available from 

<https://www.instantcheckmate.com/> [18 Jan. 2018] 

Israni, E. (2017) ‘When an Algorithm Helps Send You to Prison’. The New York Times 

[online] 26 Oct. available from 

<https://www.nytimes.com/2017/10/26/opinion/algorithm-compas-sentencing-

bias.html> [17 Nov. 2017] 



40 
 

Kleinberg, J., Mullainathan, S., Raghavan, M. (2016) ‘Inherent Trade-Offs in the Fair 

Determination of Risk Scores.’ (Addendum of arXiv:1609.05807) [online] available 

from <https://www.researchgate.net/publication/308327297_Inherent_Trade-

Offs_in_the_Fair_Determination_of_Risk_Scores> [14 Nov. 2017] 

Knepper, P., Ystehede, P. (2013) The Cesare Lombroso handbook. London: Routledge. 

Levin, S. (2016) ‘Half of US adults are recorded in police facial recognition databases, 

study says’. The Guardian [online]18 Oct. available from 

<https://www.theguardian.com/world/2016/oct/18/police-facial-recognition-

database-surveillance-profiling> [2 Mar. 2018] 

Liptak, A. (2017) ‘Sent to Prison by a Software Program’s Secret Algorithms’. The New 

York Times [online] 1 May available from 

<https://www.nytimes.com/2017/05/01/us/politics/sent-to-prison-by-a-software-

programs-secret-algorithms.html> [22 Nov. 2017] 

Lohr, S. (2018) ‘Facial Recognition Is Accurate, if You’re a White Guy.’ The New York 

Times [online] 9 Feb. available from 

<https://www.nytimes.com/2018/02/09/technology/facial-recognition-race-artificial-

intelligence.html> [27 Feb. 2018] 

Lombroso, C., Gibson, M., Rafter, N. (2007) Criminal man. Durham, NC: Duke University 

Press. 

Magdy, W. (2018) Member of Edinburgh NLP [interview by B. Dixon] Edinburgh, 23 

February 2018  

Melchior, L., Kivisild, T., Lynnerup, N., Dissing, J. (2008) ‘Evidence of Authentic DNA 

from Danish Viking Age Skeletons Untouched by Humans for 1,000 Years (DNA 

from Danish Vikings)’. PLoS ONE 3(5), 1-8 

Mulvey, L. (1989) Visual and other pleasures. Basingstoke: Macmillan Academic and 

Professional. 

Northpointe (2012) COMPAS Risk & Need Assessment System Selected Questions Posed by 

Inquiring Agencies [online] available from 

<http://www.northpointeinc.com/files/downloads/FAQ_Document.pdf> [20 Nov 

2017] 



41 
 

Northpointe (2015) Practitioner’s Guide to COMPAS Core [online] available from 

<http://www.northpointeinc.com/downloads/compas/Practitioners-Guide-

COMPAS-Core-_031915.pdf> [20 Nov 2017] 

Neff, G., Nagy, P. (2016) ‘Talking to Bots: Symbiotic Agency and the Case of 

Tay’. International Journal of Communication 10(2016), 4915-4931 

O'Neil, C. (2016) ‘How algorithms rule our working lives’. The Guardian [online] 1 Sept. 

available from <https://www.theguardian.com/science/2016/sep/01/how-algorithms-

rule-our-working-lives> [12 Nov. 2017] 

O'Neil, C. (2017) Weapons of math destruction. London: Penguin books 

Pasquale, F. (2015) The black box society: the secret algorithms that control money and 

information. Cambridge, Massachusetts: Harvard University Press. 

Person 1 (2018) Member of Edinburgh NLP [interview by B. Dixon] Edinburgh, 16 February 

2018  

Pseudoscience (2018) In: Oxford English Dictionary [online] available from 

<https://en.oxforddictionaries.com/definition/pseudoscience> [4 Mar. 2018] 

Ramachandran, V. (2017) ‘Exploring the use of algorithms in the criminal justice system’. 

Stanford Engineering [online] 3 May available from 

<https://engineering.stanford.edu/magazine/article/exploring-use-algorithms-

criminal-justice-system> [15 Nov. 2017] 

Regal, B. (2009) Pseudoscience: A Critical Encyclopaedia. Westport, Connecticut: 

Greenwood Publishing Group 

Simon, M. (2014) ‘Fantastically Wrong: The Scientist Who Seriously Believed Criminals 

Were Part Ape’. WIRED [online] 12 Nov. available from 

<https://www.wired.com/2014/11/fantastically-wrong-criminal-anthropology/> [4 

Dec. 2017] 

Spielkamp, M. (2017) ‘Inspecting Algorithms for Bias’. MIT Technology Review [online] 12 

Jun. available from <https://www.technologyreview.com/s/607955/inspecting-

algorithms-for-bias/> [21 Nov. 2017] 

Sweeney, L. (2013) ‘Discrimination in Online Ad Delivery’. Queue 11(3), 1-10 



42 
 

Sweeney, L., Haney, C. (1992) 'The Influence of Race on Sentencing: A Meta-Analytic 

Review of Experimental Studies'. Behavioral Sciences & The Law 10(2), 179-195 

Starr, S. (2014) ‘EVIDENCE-BASED SENTENCING AND THE SCIENTIFIC 

RATIONALIZATION OF DISCRIMINATION’. Stanford Law Review [online] 66(4), 

803-872. available from <http://www.stanfordlawreview.org/wp-

content/uploads/sites/3/2014/04/66_Stan_L_Rev_803-Starr.pdf> [13 Nov. 2017] 

TED (2017) The era of blind faith in big data must end [online video] available from 

<https://www.youtube.com/watch?v=_2u_eHHzRto> [21 Feb. 2018] 

The Economist (2011) ‘I think it's time we broke for lunch…’. The Economist [online] 14 

Apr. available from <http://www.economist.com/node/18557594> [13 Nov. 2017] 

The U.S. Equal Employment Opportunity Commission (EEOC) (2015) ‘Target 

Corporation to Pay $2.8 Million to Resolve EEOC Discrimination Finding’. EEOC 

[online] available from <https://www.eeoc.gov/eeoc/newsroom/release/8-24-15.cfm> 

[10 Mar. 2018] 

Thottam, I. (2017) 10 Online Dating Statistics You Should Know (U.S.). [online] available 

from <https://www.eharmony.com/online-dating-statistics/> [12 Dec. 2017] 

W.Flores, A., Bechtel, C., T.Lowenkamp, C. (2016) ‘False Positives, False Negatives, and 

False Analyses: A Rejoinder to “Machine Bias: There’s Software Used Across the 

Country to Predict Future Criminals. And it’s Biased Against Blacks.”’. Federal 

Probation [online] 80(2), 38-46. available from 

<https://www.researchgate.net/publication/306032039_False_Positives_False_Negat

ives_and_False_Analyses_A_Rejoinder_to_Machine_Bias_There's_Software_Used

_Across_the_Country_to_Predict_Future_Criminals_And_it's_Biased_Against_Bla

cks> [16 Nov. 2017] 

Woods, T. (2016) 'Mathwashing,' Facebook and the zeitgeist of data worship’. Technical.ly 

Brooklyn. [online] 8 Jun. available from 

<https://technical.ly/brooklyn/2016/06/08/fred-benenson-mathwashing-facebook-

data-worship/> [1 Mar. 2018] 

Whiteacre, K. (2006) ‘Testing the Level of Service Inventory–Revised (LSI-R) for 

Racial/Ethnic Bias’. Criminal Justice Policy Review 17(3), 330-342 



43 
 

Wu, X., Zhang, X. (2016) ‘Responses to Critiques on Machine Learning of Criminality 

Perceptions’ (Addendum of arXiv:1611.04135). [online] available from 

<https://arxiv.org/abs/1611.04135> [19 Feb. 2018] 

Zhang, S., Roberts, R., Farabee, D. (2014) ‘An Analysis of Prisoner Reentry and Parole 

Risk Using COMPAS and Traditional Criminal History Measures’. Crime & 

Delinquency 60(2), 167–192 


